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ABSTRACT  
The paper introduces an approach that allows one to 
visualize the semantic structure of retrieval results for 
browsing. Latent Semantic Analysis as well as cluster 
techniques are applied to extract salient semantic structures 
and citation patterns automatically. A modified Boltzman 
algorithm is used to spatially visualize co-citation patterns 
and semantic similarity networks of retrieved documents 
for interactive exploration. The approach was implemented 
to visualize retrieval results from two different databases: 
the Science Citation Index Expanded and the Dido Image 
Bank.  
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INTRODUCTION 
The wealth of digitally stored data online available to users 
or user groups today increases the demand to provide 
effective tools to retrieve, analyze, and visualize relevant 
data. Currently, the major way of accessing digital libraries, 
repositories, or the Web is to use keyword searches. They 
often retrieve several hundreds of relevant documents. 
Retrieval results are usually displayed as lists of selectable 
links that lead to specific documents. Often users just look 
through some of the links before they either find what they 
are looking for or they give up and start a  new search with 
a different query.   
 
This paper presents an approach that analyzes and 
visualizes search results in a way that users get an 
immediate overview about the query result and are able to 
browse through the 'space' of concrete documents. 
 
 
 
 
 
 
 
 
 
 

It organizes search results into clusters of semantically 
similar documents and generates a dynamic graphical 
visualization of the resulting categories and their 
documents in a two dimensional space. 
 
The paper starts with a review and a discussion of related 
work. Subsequently, we introduce Latent Semantic 
Analysis (LSA) [9, 12, 13] that is used to automatically 
extract salient semantic structures and/or co-citation 
networks between documents. The clustering techniques 
used to group documents into clusters based on the LSA 
output are then explained. The resulting partition of 
documents forms the input to a modified Boltzman 
algorithm [1] that lays out documents in a two-dimensional 
space. Finally, we demonstrate two sample 
implementations of the approach. The paper concludes with 
a discussion of the approach as well as an outlook. 
 
RELATED WORK 
A considerable body of research aims at processing, 
analyzing, and visualizing large amounts of diverse online 
data such as documents stored in digital libraries. The 
different approaches can be distinguished by the data set 
modeled, the algorithms applied for data analysis, as well 
as the techniques  used for visualization. 
 
Note that the analysis and visualization of all documents 
stored in a digital library appears to be a special case of 
visualizing the retrieval result - namely, one in which all 
documents are retrieved.  
 
An extensive domain analysis of information science was 
presented by White & McCain [17]. They determined 120 
authors cited most often in the 12 key journals of 
information science during a 24 year span and retrieved the 
corresponding co-citation data from Social Scisearch via 
DIALOG. The resulting data set was submitted to a co-
citation analysis via factor and cluster analyses. Included in 
the results is an overview of the institutional affiliations of 
authors, the (evolving) specialty structure of the discipline, 
and changes in authors' eminence and influence. 
 
Work by Small aims to map the 'World of Science' in the 
context of information visualization [16]. He examined 



36,720 multidisciplinary documents for a 15-year sampling 
window from 1981 through 1995. A combination of 
fractional citation counting and co-citation clustering via 
Multidimensional Scaling (MDS) was used to extract four 
nested levels of clustering via single and complete linkage. 
The documents have been arranged in 2D using an order-
dependent, geometric triangulation process that produces a 
unified ordination of a hierarchical arrangement of 
documents. The resulting "Map of Science" [10, 16] is a 
series of nested maps showing the multi-dimensional 
landscape of science at five levels of aggregation. A circle 
represents each large area of research. The size of the circle 
is proportional to the number of papers published. The 
distance between the centers of these circles corresponds to 
the number of co-citations between the fields. 
 
Research by Chen aims to support people explore and 
navigate intuitively in a semantically organized information 
space [5]. 169 long papers from the ACM SIGCHI 
Conference Proceedings (1995-1997), and all papers from 
the ACM Hypertext Conference Proceedings (1987-1998), 
were selected. A document-document similarity matrix was 
generated via Latent Semantic Analysis. Each document 
was indexed by its title, authors' affiliations, abstract, and 
list of keywords. 
Pathfinder Network Scaling was used to extract underlying 
patterns in the similarity matrix and to present them 
spatially in a class of 'pathfinder networks' [15]. The 
approach was implemented in StarWalker a system that 
displays citation networks as a set union of all possible 
minimum spanning trees. Visually, important papers 
(according to a citation threshold)  are represented by 
spheres. Links between two spheres indicate that those two 
authors have been cited together to an extent determined by 
the author citation analysis.  Each sphere is linked to the 
original full text version in ACM's electronic proceedings 
on the WWW and can be downloaded and displayed for 
detailed study [6]. 
 
Other research aims at analyzing author co-citation patterns 
in a particular field. In [14] Raghupathi & Nerur study the 
evolution of Artificial Intelligence (AI) subspecialties in a 
particular time span. They used a list of 155 AAAI Fellows 
as the initial set of authors under study and received the 
citation data for each author from the Science Citation 
Index for the period 1980-1995. The co-citation matrix was 
constructed via factor analysis (29 factors were extracted) 
using the citation frequencies between each pair of authors. 
SPSS was used to derive the correlation matrix and to 
extract factors using principal component analysis. The 
resulting table of factors provides an overview of the 
conceptual structure of the AI field and its main 
contributors. 
 
All systems mentioned so far extract the semantic structure 
or co-citation networks of specific document sets. Because 
of the computational expense of the applied data analysis 
algorithms, the resulting visualizations are mostly static.  
 
The proposed system aims at visualizing retrieval results 
for interactive browsing. LSA and hierarchical clustering 

techniques are used to extract the semantic structure or co-
citation networks of a particular database in a 
computationally expensive batch job. At retrieval time, the 
result of a database query is organized and visualized 
according to the extracted underlying structure.  The 
algorithms used for data analysis and visualization are 
explained subsequently. 
 
DATA ANALYSIS 
For data analysis only the textual representation of a 
document denoting, for example, document author(s), title 
and source, addresses, abstract, keywords, language, 
publisher information, ISSN, document type, cited 
references, times cited is used. Different data sets have 
been retrieved from online accessible digital libraries. 
Documents represent either articles or images. Figures 3 
and 6 show the document representations from two 
different databases.  

Latent Semantic Analysis (LSA)  is used to induce and 
represent aspects of the meaning of words [3, 9, 12, 13]. 
LSA is a variant of the vector space model that converts a 
representative sample of documents to a term-by-document 
matrix in which each cell indicates the frequency with 
which each term (rows) occurs in each document 
(columns). Thus a document becomes a column vector and 
can be compared with a user's query represented as a vector 
of the same dimension.  

In the case of digital libraries terms may stand for words in 
abstracts or titles, author names, or cited references1. 
Because no article cites another article two times, the 
frequency of cited references is always less or equal 1. 
Only author names, titles, abstracts, and cited references 
occurring in more than one document are included in the 
analysis.2 

LSA extends the vector space model by modeling term-
document relationships using a reduced approximation for 
the column and row space computed by the singular value 
decomposition of the term by document matrix. This is 
explained in detail subsequently. 

Singular Value Decomposition (SVD)  is a form of factor 
analysis, or more properly, the mathematical generalization 
of which factor analysis is a special case [3]. It constructs 
an n dimensional abstract semantic space in which each 
original term and each original (and any new) document are 
presented as vectors.  
In SVD a rectangular term-by-document matrix X is 
decomposed into the product of three other matrices W, S, 
and P' with {X} = {W} {S} {P}', see Figure 1. W is a 
orthonormal matrix and its rows correspond to the rows of 

                                                                 
1 In order to prevent articles with too large a number of 
citations or too great a length from having differential 
effects on the model, rows or columns of the term-by-
document matrix can be reweighed. Weights can also be 
used to impose specific preconceptions about the 
importance of particular terms. 
2 We do not exclude common words (like a, and etc.) or 
stem words or map variants of words to the same root form. 



X, but it has m columns corresponding to new, specially 
derived variables such that there is no correlation between 
any two columns; i.e., each is linearly independent of the 
others. P is an orthonormal matrix and has columns 
corresponding to the original columns but m rows 
composed of derived singular vectors. The third matrix S is 
an m by m diagonal matrix with non-zero entries (called 
singular values) only along one central diagonal. A large 
singular value indicates a large effect of this dimension on 
the sum squared error of the approximation. The role of 
these singular values is to relate the scale of the factors in 
the other two matrices to each other such that when the 
three components are matrix multiplied, the original matrix 
is reconstructed. 
 

 

Figure 1: Component Matrices of SVD 

For singular value decomposition (SVD), the SVDPACK 
[2]  by M. Berry was used. The SVDPACK comprises four 
numerical (iterative) methods for computing the singular 
value decomposition of large sparse matrices using double 
precision. From this package, a sparse SVD via single-
vector Lanczos algorithm was selected because of its 
comparatively low memory and processing requirements 
and low to moderate accuracies.   
 
Following the decomposition by SVD, the n most important 
dimensions (those with the highest singular values in S) are 
selected. All other factors are omitted, i.e., the other 
singular values in the diagonal matrix along with the 
corresponding singular vectors of the other two matrices are 
deleted. The amount of dimensionality reduction, i.e. the 
choice of n is critical and an open issue in the factor 
analytic literature. Ideally, n should be large enough to fit 
the real structure in the data, but small enough such that 
noise, sampling errors or unimportant details are not 
modeled [9]. We use good retrieval and browsing 
performance as an operational criterion. 
 
The reduced dimensionality solution then generates a 
vector of n real values to represent each document. The 
reduced matrix ideally represents the important and reliable 
patterns underlying the data in X. It corresponds to a least-
squares best approximation to the original matrix X. 
Because this minimization requires the simultaneous 
accommodation of all the data, it constitutes a form of 
induction. 
 
SVD provides reduced rank-k approximations for the 
column and row space of a term by document matrix X for 
any value of k. The factorization exists for any matrix X. 
 

Similarity between documents can be computed on the 
basis of the three matrices as follows: 
 
1. Matrix multiply W (its rows correspond to the terms 

(rows) of X) by the reduced matrix S. 
2. Normalize resulting vectors, i.e., divide each vector by 

its length. This way all vectors are mapped onto a 
hypersphere.  

3. Determine the document-document matrix of inner 
products that defines the similarities  between all 
documents. 

 
The dot product between two row vectors of the reduced 
matrix reflects the degree to which two documents have a 
similar pattern of terms. The matrix XX' is the square 
symmetric matrix containing all these document-document 
dot products. Since S is diagonal and W is orthonormal, the 
following holds: XX'=WS2W'. Thus the i, j cell of XX' can 
be obtained by taking the dot product between the i and j 
rows of the matrix WS. That is, if one considers the rows of 
WS as coordinates for documents, dot products between 
these points give the comparison between documents. 
 
The advantage of SVD lies in the fact that documents are 
not represented by individual terms but by a smaller 
number of independent "artificial values" that can be 
specified by any one of several terms or combinations 
thereof. In this way, relevant documents that do not contain 
the terms of the query are retrieved via other terms in the 
query that can be properly identified. The resulting retrieval 
scheme allows one to order documents continuously by 
similarity to a query. A similarity threshold or a number of 
solutions can be specified depending on the user and task.  
In such a way, SVD overcomes two fundamental problems 
faced by traditional lexical matching indexing schemes: 
synonymy (variability of word choice - that is different 
words can be used to express a concept and query terms 
may not match document descriptions) and polysemy 
(words can have multiple meanings and a user's query may 
match irrelevant meanings and thus retrieve irrelevant 
documents) [9]. 
 
Hierarchical Clustering: Nearest-neighbor-based, 
agglomerative, hierarchical, unsupervised conceptual 
clustering is applied to create a hierarchy of clusters 
grouping documents of similar semantic structure. 
Clustering starts with a set of singleton clusters, each 
containing a single document di∈D, i=1, ..., N, where D 
equals the entire set of documents and N equals the number 
of all documents. The two most similar clusters over the 
entire set D are merged to form a new cluster  that covers 
both. This process is repeated for each of the remaining N-1 
documents. A complete linkage algorithm is applied to 
determine the overall similarity of document clusters based 
on the document similarity matrix.  

Merging of document clusters continues until a single, all-
inclusive cluster remains. At termination, a uniform, binary 
hierarchy of document clusters is produced. 



 

Figure 2: Hierarchical Clustering 

Figure 2 shows an example of how five documents may be 
clustered hierarchically. The cluster hierarchy is shown on 
the left hand side. Corresponding partitions are given on the 
right hand side. Note that each documents to itself has a 
similarity of one.  

Selection of the Best Partition: The partition showing the 
highest within-cluster similarity and lowest between-cluster 
similarity is determined by means of a utility measure that 
contrasts the sum of within-cluster similarities wSim by the 
sum of between-cluster similarities bSim: 

utility  = bSimwSim
wSim

+ . 

The partition that shows the highest utility is selected for 
data visualization. 
 
Data Visualization 
Rather than being a static visualization of data, the interface 
is self-organizing and highly interactive. Data are displayed 
in an initially random configuration, which sorts itself out 
into a more-or-less acceptable display via a modified 
Boltzman algorithm [1]. The algorithm works by 
computing attraction and repulsion forces among nodes. In 
our applications (see next sections), the nodes represent 
articles or images, which are attracted to other nodes 
(articles/images) to which they have a (reference or 
similarity) link and repelled by nodes (articles/images) to 
which there is no link. Attraction and repulsion forces are 
computed based on the underlying document-document 
similarity matrix. If the algorithm does not produce a 
visually acceptable layout, or if the user wishes to view the 
results differently, nodes can be grabbed and moved. 
 
PROTOTYPE SYSTEMS 
Two different systems have been implemented using the 
data organization and visualization methods described 
above.  
 
The first system visualizes query results from the Science 
Citation Index Exp anded(TM) as published by the Institute 
for Scientific Information® (ISI®). The Citation Index 
provides access to current bibliographic information and 
cited references in more than 5,600 journals. 
 
Another instantiation of the system enables users to browse 
search results from the Dido Image Bank at the Department 
of the History of Art of Indiana University. Dido stores 
about 9,500 digitized images from the Fine Arts Slide 
Library collection of over 320,000 images [8].  

Both systems are implemented in Java and run locally at 
SLIS. They are explained subsequently. 
 
Browsing the Science Citation Database  
Querying the Science Citation Index Expanded via the ISI® 
Web of Science® Interface at http://webofscience.com/ 
results in a often huge number of matching documents (500 
shown) organized in lists of ten that can be marked, saved, 
and downloaded for detailed study.  
 
To demonstrate a visual browser to this kind of data base 
we will use DAIV188, a query result data set from SCI-
EXPANDED that contains 188 articles matching the topic 
'data AND analysis AND information AND visualization'. 
 
The articles are represented in the usual Web of Science 
data output format (including author(s), article title and 
source, cited references, addresses, abstract, language, 
publisher information, ISSN, document type, keywords, 
times cited, etc.) as shown in Figure 3. 
 

FN ISI Export Format 
PT J 
AU Small, H 
TI Visualizing science by citation mapping 
SO JOURNAL OF THE AMERICAN SOCIETY FOR  
   INFORMATION SCIENCE 
LA English 
DT Article 
NR 46 
SN 0002-8231 
PU JOHN WILEY & SONS INC 
C1 Inst Sci Informat, ...   
ID SCIENTIFIC LITERATURES; COMBINED COCITATION;  
   WORD ANALYSIS; INFORMATION; RETRIEVAL; MAP 
AB Science mapping is discussed in the general   
   context of information visualization. ... 
CR *I SCI INF, 1997, NAT SCI IND DISK 198 
   AMSLER RA, 1972, UNPUB APPL CITATION 
   BALDI S, 1995, P 5 BIENN C INT SOC, P43 ... 
TC 3 
... 
PY 1999 
... 
 

Figure 3: Partial ISI Article Representation 

Given the low number of co-citation links (exactly four 
articles in the set of 188 articles cite another article in this 
set), LSA was applied over keywords and abstracts of 
articles to extract the document-document similarity matrix. 
As a result of conceptual clustering, the 167th partition was 
selected for visualization. It shows the highest utility value 
of and contains 20 clusters grouping 1 – 53 articles. 
The initial user interface shows the articles clustered in  
different subfields. Each book article is represented by a 
rectangle each journal article by an oval. Articles are 
labeled by their first author.  Lines between nodes visually 
represent co-citation links. 
The 2D layout of articles corresponds to the document-
document similarity matrix as well as to the forces applied 
by the Boltzman algorithm to generate an acceptable 
layout. Cluster boundaries are represented by rectangles. 
Their color denotes the similarity of their articles (lighter 
colors denoting higher similarity). Each cluster is labeled 
by the keyword used most often.  



 

Figure 5: Java Interface to DAIV188 

Users can click on articles to retrieve detailed information 
displayed in an additional Web browser window.   
Pushing the 'Scramble' button results in a new, random 
placement of article nodes. Check-marking 'Directed' 
replaces lines by a series of circles with decreasing sizes 
that visualize the direction of co-citation links.   
 
Browsing the DIDO Database 
The Dido database permits convenient access and use of 
images for teaching and research purposes via a web 
interface at http://www.dlib.indiana.edu/collections/dido/.  
 

 

Figure 5: 'Monet.Haystacks in the Snow' Image 

Each image in Dido is stored together with its thumbnail 
representation as well as a textual description,  see Figure 5 
& 6 for an example. 
 

MONET, CLAUDE, Haystacks in the Snow. 
1891, o/c. 65.4 x 92.1 cm., N.Y.,  
Met.Mus.,Metropolitan.12.4/3/79.RB.96, 
19.PTG.FRANCE 
 

Figure 6: "Monet.Haystacks in the Snow" Description 

Applying SVD as well as the clustering techniques 
explained previously, Dido image data was organized into 
clusters of semantically similar images. For demonstration 
purposes the set of 434 images matching the keyword 
descriptor "PTG.FRANCE" were displayed. 

The partition with the highest utility value of  0.68 organizes 
the data set into ten clusters. Figure 7 depicts five of these 
clusters. Analogous to the Java interface to the Science 
Citation Data, image documents are denoted by dots, 
clusters boundaries are represented by rectangles, and 
rectangle colors denote the similarity of the images in this 

cluster. Each cluster is labeled with the word that occurs 
most often in the titles of its images. Users can select 
clusters that they are interested in. 

 

Figure 7: Five Clusters in PTG.FRANCE 

Figure 8 shows the MONET cluster in detail. It contains 21 
documents inclusive two portraits of Claude Monet drawn 
by Edouard Manet. Thumbnail representations of images 
have been fetched from the Dido Database showing some 
of Monet's favorite themes such as haystacks, cathedrals, 
and water lilies. 
 

 

Figure 8: The MONET Cluster 

Colored, full-size versions of Figures 5, 7, and 8 are 
accessible at http://ella.slis.indiana.edu/~katy/DL00. 
 
In both systems, the main mode of user navigation is 
zooming. Note that the system attempts a pure visualization 
of a query result. They do not take into account the original 
keywords used in the query. 
 
CONCLUSIONS 
The extension of current keyword search engines for digital 
libraries with browsers that visualize retrieval results can 



improve data retrieval as well as management, consequently 
increasing information utilization. 

Initial tests with two systems showed that the completely 
automatic approach to data analysis and visualization 
presented in this paper provides easy access to textual 
materials, such as articles, as well as to documents for which 
textual descriptions are available, such as images. It thus 
transcends typical interfaces to digital libraries by extracting 
and visualizing deep patterns in terms of semantic structure 
and co-citation networks inherent in retrieval results. This 
approach is especially useful when a user is interested in 
browsing a large set of loosely-related documents rather 
than finding a specific document.  

Although the approach and its implementation appears 
scalable and promising, detailed user tests are required to 
evaluate its usability and its capability to handle extremely 
large data sets. 

OUTLOOK 
One of the challenges in information visualization is to find 
intuitive visual paradigms and effective interaction 
techniques that allow human users to access the increasing 
amount of massive global and corporate information 
resources efficiently. Virtual Reality (VR) computer 
interfaces such as the Responsive Workbench [11] or the 
Automatic Virtual Environment (CAVE) system [7] 
support many of the perceptual modes of information 
processing that a person possesses. VR Interfaces also 
permit extensive tracing of human behavior that goes far 
beyond recording mouse events. Resulting behavioral 
protocols can serve as a basis to support human problem 
solving in complex tasks involving spatially organized 
information. In  [4], a CAVE interface to a digital library is 
presented that supports a user's navigation in and 
exploration of digital libraries displayed for interactive 
exploration in form of a multidimensional and multimodal  
'information space'. 
 
Another line of research aims at the application of data 
mining algorithms to analyze and exploit traces of user 
behavior such as (I) the user's navigation path through 
documents (analogous to the "history" list in a Web 
browser) as well as (II) user interactions such as the 
selection or modification of document nodes, in order to 
leverage knowledge from previous users. 
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