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ABSTRACT

Creating high-quality label layouts in a particular visual style
is a time-consuming process. Although automated labeling
algorithms can aid the layout process, expert design knowledge is required to tune these algorithms so that they produce
layouts which meet the designer’s expectations. We propose
a system which can learn a label layout style from a single example layout and then apply this style to new labeling
problems. Because designers find it much easier to create example layouts than tune algorithmic parameters, our system
provides a more natural workflow for graphic designers. We
demonstrate that our system is capable of learning a variety
of label layout styles from examples.
ACM Classification I.2.6 [Artificial Intelligence]: Learning.
- Parameter Learning. I.3.0 [Computer Graphics]: General.
H.1.2 [Models and Principles]: User/Machine Systems.
General Terms Algorithms, Design
Keywords:

learning, labeling, design, workflows

INTRODUCTION

Labels are an essential component of technical and medical
illustrations, scientific diagrams, and maps because they help
explain and contextualize images [22]. Yet designing a welllabeled diagram requires skill and effort. A designer must
carefully position each label so that there is a clear visual correspondence between the text and the anchor region it is labeling. Beyond this practical concern, designers also make a
wide variety of stylistic decisions in order to create diagrams
with a particular layout style. For example, one style may use
only horizontal or vertical leader lines, while another might
position leader lines at arbitrary angles. A designer could
align groups of labels that are near one another, or leave labels unaligned. Even for skilled designers, making such label
placement and stylistic decisions is time-consuming.
Some commercial graphic design applications (such as Visio
and OmniGraffle) offer automated constraint-optimization
tools to aid the label layout process. Real-time, dynamic label layout algorithms [2, 4, 10, 23] similarly use rule-based
methods to directly position the labels. Although these algorithms are fast, they limit label placement and style to a
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straints and heuristics. A more general approach is to treat label placement as an energy minimization problem where the
terms in the energy function quantitatively evaluate different
aspects of layout quality. For example, one term might penalize label-label overlap, while another may penalize distance
between a label and its anchor region. This energy minimization approach has been applied to many labeling problems,
including map labeling [1, 8, 9], graph labeling [3, 16, 20],
and diagram labeling [2, 13]. The GADGET toolkit [11] provides support for defining new energy functions for general
layout optimization problems.
Unfortunately, the energy-minimization approach usually includes many parameters that must be tuned by hand to produce effective label layouts. Parameter tuning is often very
difficult because adjusting a parameter can have an unintuitive effect on the style. Furthermore, each new label layout style may require coding new terms in the energy function and then re-tuning the parameters from scratch. Consequently, most existing automated labeling systems use relatively simple energy functions and cannot capture a wide
variety of labeling styles.
Moreover, such programmatic tools are not well-suited to the
needs of the graphics designers who are trained to manually
place labels and stylize the layout. They find it much easier to create an example label layout than to code and tune
a set of energy terms. In fact, books on graphic design usually contain example layouts rather than a prescriptive set of
design rules.
In this paper, we present an approach for learning label layout styles by example, thereby providing a more natural interface for designers to specify label layout style. In our system, a designer provides an example of a labeled diagram to
specify the desired labeling style, and our system automatically learns the parameters of the energy function required
to replicate this style. Once the parameters are learned, new
diagrams can be labeled automatically in the learned style
using energy minimization.
Learning the parameters of a energy function based on user
input is an actively studied problem in artificial intelligence
[5, 6, 7]. Masui [20] and Gajos and Weld [12] learn energy functions for layout from pairs of good and bad layouts. Masui requires that these pairs be created by a user,
and Gajos and Weld require users to compare a sequence of
automatically-generated pairs. In contrast, our system can
learn a labeling style with just one designer-created example. We believe that this is more natural for designers than
making a series of comparisons, or creating a large set of
good and bad layout examples.
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Figure 1: System overview: Given an example layout
style, the NIO learning algorithm produces a vector of
style parameters θ . An energy-minimizing optimization
then uses these style parameters to generate label
layouts for new diagrams in the same style.

We demonstrate the flexibility our approach by learning a variety of labeling styles from different examples, and then applying these styles to different label layout problems. While
we focus on label layout, we believe our approach may be
useful for many other aesthetic design optimization problems
such as user interface layout.
SYSTEM OVERVIEW

An overview of our system is shown in Figure 1. The input
to the system is an example diagram that has been labeled
in a desired style. Our system then learns the style of this
example using the Nonlinear Inverse Optimization (NIO) algorithm [19]. This algorithm searches the space of energy
function parameters to find a set of parameters for which the
example label layout is optimal. Once the parameters have
been learned, our system can then synthesize label layouts
for new diagrams in the desired style. To illustrate the power
of our approach, we have implemented a relatively simple,
yet general, energy function that captures a large space of
layout styles.
Although our system is currently an offline process, we envision that it could be used as part of an interactive design
workflow. The user would give the system an example layout. The system would learn the style and then generate a
label layout for a new diagram based on the parameters it
learned. If necessary, the user would then refine the placement or style of the generated layout and feed the refined
layout back to the system to improve the learning of the style
parameters.
LABEL LAYOUT USING ENERGY MINIMIZATION

We define a labeling problem P as a diagram consisting of a
set of regions and a set of text labels. Each label is associated
with one region, which we refer to as the anchor region for
the label. As shown in Figure 2, most regions have a corresponding label, but some regions may be unlabeled. The
regions may also be nested within one another. The diagram
is enclosed by a page boundary and all labels must be positioned within it.

regions
page boundary

Figure 2: A labeling problem and configuration: Each
label is associated with a single region. A leader line
may be used to visually connect the two in a labeling
configuration. Each anchor region contains a central
point called the anchor point. Leader lines end at the
anchor point.

Energy minimization is a common technique for finding optimal configurations for a given labeling problem. Given a
problem P, the energy function evaluates the quality of any
given configuration X. The challenges are to identify the
properties of high-quality label layouts and to then express
these properties algorithmically as terms in the energy function. We consider each of these challenges in turn.
Properties of Good Label Layouts

We have identified a general set of properties that define the
style of a label layout. While these properties build on those
developed in previous labeling systems [2, 9, 15], we have
refined these and added new properties to capture a more diverse set of label layout styles. For example, alignment and
spacing properties are essential for capturing the styles of
the hand-made label layouts in Figure 3. The complete list
of properties are:
1. Labels do not overlap.
2. Leader lines do not cross.
3. Labels are close to their regions.
4. Labels are often flushed, i.e., horizontally or vertically
aligned, or contoured, i.e., as close to the figure as possible
up to a minimum buffer distance.
5. Labels near one another are often spaced evenly.
6. The end point of a leader line inside a region should be as
close to the center of the region as possible.
7. Leader lines are often oriented along preferred angles
(e.g. horizontally, vertically, or diagonally at 45 degrees).
Some of these properties, such as preventing label-label overlaps, are absolutely crucial for a legible layout and therefore
common to all well labeled diagrams. Other properties such
as label alignment and leader line orientation can vary considerably from style to style.
Energy Function

A label configuration X consists of the positions of the labels. Labels may be visually connected to their anchor regions by leader lines. For each anchor region, an anchor
point is defined as a central point within the region. Labels
should appear close to the anchor point and leader lines end
at the anchor point.

The goal of the energy function is to quantitatively evaluate
the quality of any given label configuration X for labeling
problem P with respect to the properties described in the previous section. The energy function is typically parameterized
by a vector of parameters θ and each vector defines a layout
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Figure 3: Hand-made diagrams [21], with different label layout styles. The left illustration favors groups of
labels that are left- or right-aligned, whereas the right
illustration prefers labels that follow the contour of the
figure. In both figures, most labels are evenly-spaced.
Images are copyright c Oxford University Press, and
are used by permission.

style. Thus, we write the energy function as E(X; P, θ).
The energy function is defined as a sum of energy terms Ei ,
each reflecting some aesthetic property of good label layouts:
X
E(X; P, θ) =
αi Ei (X; P, θ)
(1)
i

The style parameters θ include the weights α, as well as parameters specific to each term as described in the following
sections. Different choices of these weights correspond to
different styles. When an αi is set to zero, its energy term –
and the corresponding aesthetic property – is ignored. A table summarizing all of the energy terms is shown in Figure 7.
Here we describe each term in detail.
Label distance to region. Labels should be positioned
near their anchor regions to ensure that the visual correspondence is clear [2, 9, 15]. As in previous work, we use an
energy term that increases the penalty as labels are placed
further from their anchor region. We set
X
Edist (X; P, θ) =
di
(2)
i

where di is the distance from the bounding box of label li to
the nearest point on its anchor region ri , and the summation
is over all label indices i.
Overlap.
Overlapping elements can be hard to parse visually, and therefore we include energy terms that penalize
overlap between labels as well as labels and leader lines [9,
15]. Some overlaps are worse than others; overlapping labels
are illegible, whereas overlapping leader lines are merely
unattractive. Hence, we use separate energy terms for each
type of overlap. The general form of an overlap term is:
X
Eoverlap (X; P, θ) =
f (−γdi,j )
(3)
i6=j

where di,j is the signed distance between elements i and
j (di,j is negative if they overlap), f is a soft step function, and γ determines the steepness of the soft step. The

Figure 4: Distance between a leader line and other
regions. The label ‘manoa’ is connected by leader line
si to its anchor region ri , but is overlapping region rj .
In this case, we compute d3 as the distance we must
move si to resolve the overlap.

soft step function provides a smooth fall-off in the energy,
and, because it is differentiable, it makes optimization easier than if a hard step is used. Our soft step function is
f (x) = tan−1 (x)/π + 1/2.
Each overlap term has its own definition of di,j . The overlap distance between two labels li and lj is defined as the
minimum distance between their bounding boxes. When the
labels overlap, the distance is defined as the negative of the
minimum distance one of the labels would need to move to
resolve the overlap. We expand label borders by a margin of
four pixels when computing the label-label overlap penalty.
The distance between two leader lines (or between a leader
line and a label) is defined as the distance between the closest
points on the two elements.
We define the distance between leader lines and other regions as an approximation to the minimum distance required
to move the leader line out of the region. More specifically,
when a leader line si overlaps region rj , we define their overlap distance as di,j = − mink dk , where the dk are the distances illustrated in Figure 4. The distances d1 and d2 , are
computed by measuring the distance from an end of si to the
furthest point of intersection between si and rj , and d3 and
d4 are the maximum perpendicular distances from si to the
boundary of rj .
In some styles, neighboring labels are aligned and evenly spaced as in Figure 3. We
use energy terms to evaluate alignment and spacing between
labels that are near one another. We refer to a set of nearby
labels as an alignment group.
Label alignment and spacing.

During each step of the optimization, potential alignment
groups are identified in the current layout configuration, and
then scored according to alignment and spacing energy terms.
We also include an energy term to encourage the formation
of alignment groups. Figure 5 illustrates the four ways that
grouped labels may be aligned: flushed against a vertical line
with left- or right-alignment, or flushed against a horizontal
line with top- or bottom-alignment.
We identify alignment groups by clustering labels that are
near one another using an algorithm similar to the Quality
Threshold (QT) algorithm [14]. The algorithm uses only one
parameter, a 1-D cluster radius, and does not require speci-
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Figure 5: Labels near each other may be grouped
together to control their relative spacing and alignment.
The orientation of leader lines within the same group
may also be aligned, as is the case with the group at
the top of the diagram.
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Figure 6: Two cases where labels cannot be grouped:
(a) label between two adjacent labels; (b) leader lines
emanating in opposite directions.

(4)

g∈G

where g runs across the set of alignment groups G, σ(g) is
the standard deviation of the relevant quantity (e.g., left-edge
of bounding box) for group g, and ξ is the cluster radius.
We also encourage labels within a group to be spaced uniformly with respect to one another using the following energy term
XX
Egap (X; P, θ) =
h(pi − popt )/(|g| − 1)
(5)
i

0
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(6)

Some layout styles draw leader
lines such that they lie along preferred orientations, for example, at multiples of 45 degrees. Let φi be the angle of
leader line i from the x-axis, and let Ψ = {ψ1 , ψ2 , . . . , ψq }
be a set of preferred angles for leader lines. The energy term
is
X
Epref φ (X; P, θ) =
min w(∆(φi , ψ)),
(7)
Leader line orientation.

fying the number of clusters a priori. The cluster radius determines the maximum distance between the labels in a cluster. For example, if we use a radius of 10 pixels for a leftalignment group, the left-edges of the labels must be within
20 pixels of one another along the horizontal axis. The clustering algorithm is applied four times, once for each type of
left-, right-, top-, and bottom-alignment group. Unlike the
QT clustering algorithm, we require each cluster to be centered around one of the label positions. The clustering algorithm is modified to prevent clustering labels that are more
than 35 pixels apart in any direction, contain a third label between them as in Figure 6a, or have leader lines that emanate
in opposite directions as in Figure 6b.

g∈G

x

0.5

where |G| is the number of alignment groups. When computing this term, each ungrouped label is considered to form a
singleton group. We use four such objective terms, one each
for left-, right-, top-, and bottom-alignment groups, so that
each may be assigned a different weight α in the learning
process.
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We measure the quality of an alignment group as
X
Ealign (X; P, θ) =
2σ(g)/ξ

0

Egrouping (X; P, θ) = |G|,
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Finally, we encourage the formation of groups with the following energy term
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For each label li in each alignment group g, this energy function penalizes the gap pi between li and its adjacent neighbor
li+1 if it differs from the preferred gap size, popt . We use the
Geman-McClure error norm h(x) = x2 /(x2 + δ 2 ) (Figure 8)
to prevent over-penalizing large gaps. The parameter δ determines the how rapidly the norm approaches 1.
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Figure 8: Error functions. From the left: squared error,
h(x) with δ = 0.2, and w(x) with ρ = 20.
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where ∆(a, b) = mink |a − b + 2kπ|. The weight of the
penalty w(x) is a modified atan error norm, defined as
w(x) =

2
| tan−1 (ρx)|,
π

(8)

where ρ is a parameter that affects the shape of the function.
We use a modified atan error norm instead of squared error or
the Geman-McClure error norm because it is less forgiving of
small errors, but the penalty for large errors is still bounded
by 1, as shown in Figure 8. In our implementation, we use
three energy terms for three different sets of preferred angles:
π 3π 5π 7π
Ψ1 = {0, π}, Ψ2 = { π2 , 3π
2 }, and Ψ3 = { 4 , 4 , 4 , 4 }.
Each term has its own weight α, so that the system can learn
different weights for the different sets of preferred angles.
It is often preferable for a leader line to exit the outermost region at a right angle to the region boundary. This preference
is encoded in the following term
X
π
Eexitφ (X; P, θ) =
h(∆(φi , ϕi ) − ),
(9)
2
i
where ϕi is the orientation of the boundary of the outermost
region where the leader line exits the figure.

Term

Description

Edist
Eoverlap
Ealign
Egap
Egrouping
Epref φ
Eexitφ
Ealignφ
Egroupφ
Ewrap

Penalizes labels far from their anchor region
Penalizes overlap between elements
Penalizes poorly aligned labels
Penalizes poorly spaced labels
Penalizes labels not in alignment groups
Penalizes leader lines which do not lie along preferred directions
Penalizes leader lines which do not exit the figure perpendicularly
Penalizes inconsistent orientation of leader lines
Penalizes leader lines not in alignment groups
Penalizes wrapped text

Mathematical Form
P
i di
P
f
(−γd
i,j )
i6=j
P
2σ(g)/ξ
P
Pg
h(p
i )/(|G| − 1)
g∈G
i
|G|
P
min
ψ∈Ψ w(∆(φi , ψ))
i
P
i h(ϕi − π/2)
P
g σ(g)/ξ
|Gleader |
P
wi
(1
− wi,max
)
i

Figure 7: Terms in the energy function. Note that some of the rows of the table correspond to multiple energy terms, each
with their own weights (e.g., label-label overlap may have a different weight from label to leader line overlap).

We encourage parallel leader lines with another energy term,
Ealignφ . To measure leader line alignment, we first cluster
the leader lines based on their orientations using a cluster
π
radius of 64
radians. We also enforce two constraints on
the clusters. First, if two leader lines are adjacent in a cluster, then the line segment joining the ends of the leader lines
nearest the labels must not intersect any region. Second, adjacent leader lines in a cluster may not have another leader
line intersect or lie within the quadrilateral formed by the
endpoints of the leader lines. We measure cluster quality using equation (4). In this case, σ(g) is computed using ∆,
the distance metric for angles. We encourage the formation
of these leader line alignment groups using an energy term
Egroupφ = |Gleader |, where Gleader is the set of all leader
line groups.
While it is occasionally necessary to wrap long
text labels onto multiple lines, wrapping is generally discouraged. To discourage wrapping, we use the following energy:

X
wi
Ewrap (X; P, θ) =
1−
,
(10)
wi,max
i

Line wrap.

where wi is the width of the label (which decreases when
it is wrapped) and wi,max is the maximum width of label i
without wrapping.
Style Parameterization

A label layout style is defined by the set of parameters of the
energy function. These parameters, which are contained in a
vector θ, are: the weights {α}, the soft-step function parameters {γ}, the preferred vertical and horizontal spacing phopt
and pvopt , and the error norm parameters δ and ρ. Different
choices of θ define different label layout styles.
Optimization

Given a labeling problem P and a style θ, the label layout X∗
is determined by optimization: X∗ = argminX E(X; P, θ).
Following Edmondson et al. [9], we use simulated annealing
[17] to find the optimal layout.
Simulated annealing works as follows. An initial layout is
generated randomly. The algorithm then iterates between
proposing modifications to the current layout and determining whether to accept these modifications. The proposed

modification is always accepted if it reduces the energy of
the layout. If it increases the energy, the modification is
accepted with a probability that is a function of the difference in energy between the modified layout and the previously accepted layout. The annealing algorithm usually follows a cooling schedule that is controled by a temperature
parameter. As optimization progresses, the temperature is
decreased causing energy-increasing moves to become less
and less likely. The cooling schedule is designed to allow the
algorithm to escape local minima.
Our system employs three types of proposal mechanisms for
modifying the label layout: 1) single label moves; 2) alignment group moves; and 3) leader line group moves. At each
iteration, one label, alignment group, or leader line group is
randomly selected for perturbation. Perturbations that generate illegal configurations (with labels outside of the page
boundary or inside any region) are always rejected. After
the perturbation, we run the clustering algorithm to form our
label and leader line alignment groups.
Single labels are perturbed to lie within an area around the
anchor point of their anchor regions. The perturbation is
controlled by a Gaussian distribution with variance set to
max(75, d) pixels, where d is the maximum distance from
the anchor point to a point on the region’s boundary. Alignment groups are perturbed by first choosing a random subset of labels in the group, and then applying one of the following perturbations to the group: 1) align the labels to an
alignment line; 2) perturb the labels parallel to the alignment line; 3) perturb the labels in an arbitrary direction; 4)
redistribute the labels with uniform spacing. The alignment
groups are selected by randomly choosing a seed label in the
group and repeatedly adding neighbors with probability 0.75.
All random distances are drawn from the Gaussian distribution Q = N (0, 75), and random vectors from Q × Q. The
random gap size is drawn from the distribution N (10, 10).
Leader line alignment groups are perturbed by selecting a
subset of labels in the group and then performing one of the
following moves: 1) “snap” the leader lines to be exactly
parallel; 2) “snap” and then randomly perturb all leader line
directions; 3) randomly move all labels along the direction of
the leader lines. Within a group, leader lines are selected to

be perturbed with probability 0.5. Random angles are drawn
π
from the Gaussian distribution N (0, 10
).
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NONLINEAR INVERSE OPTIMIZATION

In our system the style vector θ for label layout includes 34
parameters. We learn θ based on an example label layout
using Nonlinear Inverse Optimization [19] (see also [18]).
Given an example label layout XT for PT , we assume it is
optimal according to some unknown value of θ; our goal is
to find this value. Formally, we wish to obtain a value for θ
which satisfies
E(XT ; PT , θ) = min E(X; PT , θ).
X

(11)

Since this constraint may be very difficult to exactly satisfy,
we convert it into the following objective function
G(θ) = E(XT ; PT , θ) − min E(X; PT , θ).
X

(12)

This function says that we want to minimize the difference in
energy between the example layout XT provided by the designer, and the optimal layout for this θ. If we find a global
minimum at G(θ) = 0, then we have found the θ that makes
XT optimal. In order to avoid the degenerate energy function E(X; PT , θ) ≡ 0 (which says that all label layouts are
optimal), we reparameterize αi as
eβi
αi = P βi ,
ie

(13)

and optimize for βi rather than αi to ensure that αi > 0 and
P
i αi = 1. To evaluate G(θ), we must compute an optimal
layout (the “min” term). We approximate this optimal layout
using simulated annealing as described in the previous section. We then minimize G using gradient descent with line
search. Although G may not be differentiable, the gradient
of G can be approximated as
XS

=

argmin E(X; P, θ)

(14)

X

d
G(θ) ≈
dθ

∂
∂
E(XT ; P, θ) −
E(XS ; P, θ).(15)
∂θ
∂θ

We use finite differences to calculate the derivatives on the
right-hand side of Equation 15. A justification for this formula is given in the Appendix. Intuitively, following the
gradient direction has the effect of reducing the energy of
the training example XT while increasing the energy of the
counterexample XS , as visualized in Figure 9.
Gradient descent with line search is guaranteed to decrease
the objective function at every step until reaching a local minimum. However, because of the approximations we employ,
line search can fail to find a lower value of G. In these cases
we perturb all entries of θ by a small value sampled from a
zero-mean Gaussian with variance 0.01 before continuing.
The following pseudocode (from Liu et al. [19]) describes
the Nonlinear Inverse Optimization algorithm.



 



Figure 9: Intuition for NIO. Our goal is to find a θ
for which XT is at the bottom of the energy function.
Initially XT is not at the bottom. So in each step we
generate a layout XS with lower energy than XT , and
then adjust θ to push XT down and XS up. From [19].

function N ONLINEAR I NVERSE O PTIMIZATION (XT )
initialize θ̂
while not done do
XS ← argminX E(X; P, θ̂)
∂
∂
∆θ ← ∂θ
E(XT ; P, θ) − ∂θ
E(XS ; P, θ)
λ ← L INE S EARCH(θ̂, ∆θ, XT )
θ̂ ← θ̂ − λ∆θ
end while
return θ̂
function L INE S EARCH(θ̂, ∆θ, XT )
λ←2
while G(θ̂ − λ∆θ) > G(θ̂ − λ∆θ/2) and λ > 1/2 do
λ ← λ/2
end while
return λ
RESULTS

To evaluate the effectiveness of our learning algorithm, we
have used our system to learn label layout styles from a variety of different training examples. Figures 10 and 13 to 18
show training examples and results from our system.
As a test of the learning algorithm, we hand-tuned a set of
layout parameters and then generated a label layout using
the energy-minimizing optimization algorithm, as shown in
Figure 10 (left). We then used the resulting diagram as the
training example and learned the layout parameters. The label layout generated using the learned parameters is shown in
Figure 10 (right) and looks stylistically similar to the training
example. We also expect that the learned parameters should
be similar to the hand-tuned parameters of the training example. Figure 11 shows that the hand-tuned and the learned
parameters are not exactly the same, but qualitatively similar. This result suggests that there may be several settings of
θ which correspond to the hand-tuned style.
Figures 13 to 17 show that our system can be used to learn
different layout styles. For example, the Horizontal/Vertical
layout style in Figure 13 has a preference for orthogonal
leader lines, and the Left and Right style in Figure 15 groups
left- and right-aligned labels on either side of the diagram
and uses horizontal leader lines. For each layout style we
present the label layout generated for the same diagram used
in the training example. Although the training example layout and the generated result are stylistically similar, the label

Example
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Figure 10: Comparison of layouts generated from hand-tuned parameters and learned parameters. We hand-tuned a set
of style parameters and used the simulated annealing layout optimization to generate the example layout on the left. We
then learned the style parameters from the example layout and generated the layout on the right. As expected, the layouts
are visually similar.
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Figure 11: Comparison of hand-tuned and learned α
parameters for the problem in Figure 10. Although
there are differences between the hand-tuned and the
learned parameters, the generated layout is stylistically
similar, suggesting that there is more than one setting
of θ that corresponds to this style.

positions can be quite different. There are several possible
explanations; 1) contrary to our assumptions, there may be
no set of style parameters θ for which the training case is
optimal, 2) there may be aspects of the style that cannot be
captured by our energy function or 3) the optimizer may not
have found the globally optimal layout.
Figure 18 demonstrates the effect of using a minimal training
example containing only 3 labels. Although our system identifies a preference for horizontal and vertical leader lines, it
is not clear that the generated output matches the style of the
training example. In this case we envision that the designer
would alter one of the generated layouts so that it conformed
to the intended style and relearn the style using this additional
training example.
Our code is largely unoptimized and the learning can be quite

Figure 12: Optimization timings. For each labeling
problem listed above, we executed one run of simulated annealing with 60000 iterations. The timings are
rounded times to the nearest second.

slow. In our experiments, learning took between 24 and 285
minutes, depending on the problem, running on an Intel Xeon
2×3.40GHz machine with 2GB of RAM. The simplest training example involved 3 labels and the most complicated was
the satellite example, containing 16 labels. The bottleneck in
our NIO function is the inner loop where simulated annealing is used to find label configuration XS and compute G
as per Equation 12. Annealing can take minutes depending
on the problem, as shown in Figure 12. The slowest parts
of the optimization are computing the clustering-based and
distance-based energy terms. These could be sped up significantly by using spatial data structures, such as kd-trees. The
other NIO steps take approximately 0.9 seconds and we run
the NIO loop for 20 iterations.
For all our tests, the parameters βi were initialized to 0, the γ
parameters for leader-to-leader overlaps initialized to 1, and
all other γ parameters to 10. The preferred size for horizontal
and vertical gaps were initialized to 20 and 10 pixels respectively. The δ parameters used in the Geman-McClure error
norm were initialized to 3 for spacing, and 0.9 for Eexitφ .
The δ parameter used in error norm w (for the Epref φ energy term) is initialized to 20. To generate Figures 13 to 18,
we performed 10 runs of simulated annealing, and show the
result with the lowest energy.

CONCLUSIONS AND FUTURE WORK

We have presented a system for the specification of layout
styles which facilitates a new, more natural workflow for designers; they are simply required to provide a training example in the desired style rather than hand-coding and tuning
parameters of an energy function. We have also described an
energy function which may be tuned to produce layouts in
many interesting styles.
We believe that our general approach may be applied to learn
parameters of other energy functions — in principle, one
should be able to learn any energy function. However, the
amount of training data will grow with the number of parameters that must be learned. An alternative is to provide more
prior knowledge, (i.e., that horizontal and vertical groupings
are likely to have similar weights). Such “priors” would constrain the parameters an reduce the necessary training data.
Such “priors” could also be learned from data itself.
An important future direction is to unify the workflow (problem creation, example specification, learning, etc.) into a
single application. Currently we require that a user create
the problem using external applications, but, ideally, authoring should be possible within our system. One interesting
avenue that we have not yet explored is to resolve ambiguities and problems with interactive learning. For example,
if the designer is not satisfied with the style learned by the
system, she ought to be able to make minor adjustments to
a generated test case, and have the system relearn with the
new information. To facilitate this sort of interaction, our
system needs to be extended to handle multiple training examples. This can be accomplished by replacing the terms
Equation 12 with sums over all training cases and problems.
Speeding up the algorithms would also be beneficial for real
workflows.
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Appendix: NIO Gradient
We now provide a new justification for Equation 15. We first define
XS (θ) = argminX E(X; P, θ), and then rewrite Equation 12 as
G(θ) = E(XT ; PT , θ) − E(XS (θ); PT , θ). The total derivative
of G is then:
d
∂
∂
G(θ) =
E(XT ; P, θ) −
E(XS (θ); P, θ)
dθ
∂θ
∂θ
∂
d
−
E(XS (θ); P, θ) XS (θ)
(16)
∂X
dθ
If we assume that all of these partial derivatives exist, then we must
∂
have ∂X
E(XS (θ); P, θ) = 0, because XS is a minimizer of E.
Hence, the final term in the derivative of G vanishes. However, the
assumption that the partials exist may not always hold.

Example

Figure 13: Horizontal/Vertical layout style. Based on the single example layout style shown at top-left, our system learned
a set of style parameters and then automatically generated the other diagram layouts in the same style (from left-to-right,
top row: violin, capsule; bottom row: skylab, phrenology, engine, pie chart). The Horizontal/Vertical style favors leader
lines oriented at 90 degrees, diagonals are strongly discouraged. The phrenology diagram is a good example: since it is
round, the labels can be placed around the figure to maintain the horizontal and vertical angle of the leader lines. Some
diagonal leader lines can not be avoided since our optimizer will not overlap labels with the illustration.
Example

Figure 14: Horizontal Groups layout style emphasizing top- and bottom-alignment groups. This often produces a layout
style with all labels positioned above or below the figure, the capsule diagram is a good example.
Example

Figure 15: Left and Right layout style emphasizes horizontal leader lines and the formation of left- or right- alignment
groups. This is most easily seen with the skylab and engine diagrams. Certain anchor regions in the phrenology and
capsule diagrams make the problem overly constrained in this case, and they are unable to fully realize this style. There
appears to be some preference for horizontal alignment groups in the learned style even though none appeared in the
training example, possibly reflecting an ambiguity in the training example.

Example

Figure 16: Left and Right Groups layout style emphasizes right- and left-alignment groups but not horizontal leaders.
There is also little emphasis on parallel leaders.

Example

Figure 17: Parallel Leader Lines layout style encourages parallel leaders at arbitrary angles. For example, the leaders
below the capsule are all aligned, but not oriented at 90 degree increments like some previous styles.

Example

Figure 18: Minimal training example. Using a very simple diagram as an example style will not give NIO enough information
to specify θ . Even for a human, it is difficult to say what style is exemplified by the watch diagram, or whether it has been
correctly learned.

